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Abstract In this paper, we present a framework for the clas-
sification of images in surface inspection tasks and address
several key aspects of the processing chain from the original
image to the final classification result. A major contribu-
tion of this paper is a quantitative assessment of how incor-
porating adaptivity into the feature calculation, the feature
pre-processing, and into the classifiers themselves, influences
the final image classification performance. Hereby, results
achieved on a range of artificial and real-world test data from
applications in printing, die-casting, metal processing and
food production are presented.

1 Introduction

Research in surface inspection has mainly considered the
solution of particular inspection tasks such as textile prod-
ucts [1–4], wood [5] , paper [6] and leather [7] with a strong
focus on solving the image segmentation and fault detec-
tion for a certain application. Only recently have interactive
[8] or adaptive [9] methods for image segmentation been
developed. Machine learning for the downstream process-
ing of the segmentation results has mainly been considered
in inspection tasks, where different types of defects need to
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be distinguished. The classification methods for this purpose
were mainly based on nearest neighbor classifiers [10], neu-
ral networks [11] or dissimilarity measures [12]. For discrete
inspection tasks, also an accept/reject decision is required.
This final decision-making step has not received too much
attention and we want to fill this gap. With our work, we aim
to create a framework that fully covers the decision mak-
ing process from the feature-based description of the single
defects down to the final accept/reject decision for the whole
workpiece.

The framework shall include machine learning methods to
transfer knowledge from the quality expert into the system’s
software. To this end, we need to address a few specific top-
ics that make such decision making different from standard
feature/classifier approaches:

• An image segmentation process identifies the relevant
regions in the image, representing potential defects. After-
wards, we calculate the features for each object (region) in
the image. While the basic set of features will be known,
there is still a lot of room for fine-tuning the feature calcu-
lation to increase the separation between the classes thus
making the classification more robust.

• For the classification itself, we need to consider that the
final decision is made on the whole image. Sequential
processing of each object does not necessarily lead to a
correct decision. We thus need to classify the image “as a
whole” and incorporate different levels of detail which a
user may provide during the labelling or online feedback
process. We will show how these can be included in the
feature sets before starting the training procedure.

• For the online classification process, we will consider
the incorporation of feedback from the operators into the
classifier’s decision in the form of an adaptive incremen-
tal training procedure. This should help the classifier to
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improve its predictive accuracy as it is extended to new
upcoming operating conditions (which were not included
in the original training data) and its parameters are refined
and hence made more significant. By “adaptive incremen-
tal” we mean that for practical reasons, no past data are
required for retraining/improving the classifier.

In the following sections we first describe the general
framework and then proceed with the state of the art of
each of the above mentioned topics and we describe how our
research results extend the state of the art. The main contri-
bution of this paper is an assessment of the influence of the
single processing steps on the final classification accuracy.
It thus provides a guideline for system design by identify-
ing those steps on which attention should be focussed. The
assessment has been done on artificial test data and on a wide
range of different applications such as machined metal parts,
printed products, and food.

2 The general concept

In this section, we describe the general framework that we
have developed. For the remainder of this paper, we need to
define a few important notions, which will be given in italic
characters.

The processing steps from the image to the final classi-
fication are shown in Fig. 1. These processing steps are the
result of an investigation of a wide variety of inspection tasks
and constitute a general framework for processing of images
in quality control. The first step is to perform image segmen-
tation. For the general framework, we do not consider this
step in detail. We assume that appropriate algorithms exist
and that the original image can be converted into a “contrast”
or “deviation” image. This image is mostly black, with the
background removed and only the relevant objects remain-
ing in the image. The objects represent the single potential
defects that have been found in the image. Each image may

contain an arbitrary number of such objects. The presence
of an object in the image does not necessarily imply that the
whole workpiece is defective. Quite often this also depends
on where the object is located or whether there are other
objects near.

The next step includes the feature calculation for the seg-
mented objects. For each object, we calculate an object fea-
ture vector that holds the features of each object. There may
be an arbitrary number of object feature vectors, even zero,
if no objects are found. In addition to the object features, we
create one aggregated feature vector for each image. This
vector holds all the features that describe the whole part, such
as the number of defects, their total area and other similar fea-
tures. The object and aggregated features can be augmented
with additional information from the production process if
required.

Both the object feature vector and the aggregated feature
vector are used in the following classification step. In many
applications there may be a number of experts potentially
involved, whose decisions may contradict. This is modelled
by training a separate classifier to reproduce the decisions of
each expert as good as possible, which we call a personal-
ized classifier. In order to achieve a single, final decision, the
outputs of the personalized classifiers need to be combined.
This is done using ensemble methods, which may either be
fixed or adaptive. In the case of quality control applications,
the final output is usually an “accept”/“reject” decision and
possibly a confidence value.

During the learning phase, the quality expert provides
input. This may be only an accept/reject decision, but may
also include more detailed input about individual objects.
This input is fed back to the ensemble classifier and the per-
sonalized classifiers. Updating of the classifiers is done using
incremental training methods so that the real-time on-line
learning in the production process is feasible. In addition
to the classifiers, we also consider the features as adaptive
components, not only by selecting a good set of features,
but also by adapting the feature calculation itself. Further

Fig. 1 Typical processing steps from the image to the final decision
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details about the adaptive components in the framework will
be presented in the following sections.

3 Adaptive feature calculation

In this section, we describe the state of the art with respect to
finding a good set of features for a specific classification task
and develop a new approach that optimizes the feature calcu-
lation in order to increase the separation between the classes.
A detailed evaluation of the influence of feature calculation
is given in the evaluation section of this paper (Sect. 6).

3.1 State of the art

In order to find a good and small set of features for a classifi-
cation task, the usual strategy is to select the relevant features
from a large set of pre-existing features [13]. This can either
be done by a filter approach, where the subset is selected
based on a measure (distance, information, dependency, con-
sistency) [14–16] or by a so-called wrapper [17] approach
that minimizes the error rate of the classifier. For both ap-
proaches the aim is to reduce the number of features while
maintaining a high classification accuracy. The inner core of
the problem is a subset selection task, which has a runtime
of O(2N ) for exhaustive search and O(N 2) for most heuris-
tic methods. A wide range of algorithms has been developed,
such as RELIEF [18,19], decision tree method [20], or branch
& bound [21]. Recent surveys [22,23] list 42 different algo-
rithms and we refer the interested reader to the literature cited
there.

Adaptivity of the features has been considered in the liter-
ature mainly by adapting the feature selection process. This
is particularly important for tracking, where the relevance of
features may change depending on the angle of view. Some
recent results can be found in [24] and [25]. An adaptive
feature transformation is described in [26], where the feature
vector is post-processed by an adaptive transformation matrix
that is used to make the features invariant to environmental
changes. The joint optimization of classifiers and features is
investigated in [27], but also in this case the optimization of
features is done by a selection process rather than by adapting
parameters inside the feature calculation.

Some classification methods, such as linear discriminant
analysis [28], have a built-in feature selection process.
In those cases, it is most often a projection that reduces the
high-dimensional feature space and tries to maximize the dis-
tance between the classes. By interpreting the projection as
a weighting operation, this may also be considered a feature
selection process. However, also in these classifiers the fo-
cus is on using predefined, non-adaptive features rather than
modifying the feature calculation itself.

3.2 Our approach

In most existing approaches, the assumption is that the fea-
tures are known. However, there are many different ways
of calculating a particular feature. Figure 2 illustrates this
problem. Even though it is a very simple “size” feature that
is supposed to represent the area covered by the defect, we
may yield different values for this feature depending on how
the threshold is chosen, and the defect may even split into
two smaller defects. The same applies to a range of other
features, such as shape descriptors, histogram features, or
textural features.

Which way of calculating the feature is ultimately the best
depends on the application and should thus be learnt from the
quality expert. In the absence of more detailed input, which
is often not available, we have to find a good way of calculat-
ing the features just from a binary good/bad input. We thus
consider it justified to adapt the feature calculation in such a
way that the separation between the good and the bad class
is maximized.

For the adaptation of a set of m features Fi , i = 1, . . . , m,
which we collect in a feature vector F ∈ R

m and which de-
pend on a parameter vector p, we try to minimize the within-
class scatter sW in relation to the between-class scatter sB .
Feature adaptation should lead to a decision boundary that
can be easily reproduced by the classifier at hand and that
maximizes the distance between the classes perpendicular to
the decision boundary. The way how we quantify the scatter
thus depends on the classifier that is used. We will discuss
this for three commonly used types of classifiers: nearest
neighbor classifiers, linear classifiers and decision trees.

Nearest neighbor classifiers use a distance measure to
determine the distance of a feature vector to the class cen-
ter. Classification performance will improve if the feature

Fig. 2 The same “size” feature
may yield quite different results,
depending how the actual
threshold for computing the
feature is chosen
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parameters are adapted to maximize the distance between the
classes with respect to this measure. Linear classifiers create
a separating hyperplane in feature space. Feature parameters
should thus be chosen to optimize the inter-class distance in a
direction perpendicular to this hyperplane, which we denote
by c. Adaptation thus requires a joint optimization of feature
parameters and classifier. Finally, for decision trees the deci-
sion boundaries are in general parallel to the feature space
axes, denoted by the unit vectors ei . Thus, the scatter perpen-
dicular to the feature space axes needs to be considered. The
different methods of calculating the within- and between-
class scatter are shown in Table 1, where m0 and m1 define
the average feature vectors over the classes 0 and 1 with n0

and n1 representatives, respectively.
The resulting optimization problem of minimizing the tar-

get function J with respect to p and c is usually non-smooth
and (since p may be discrete) even discontinuous, if there
are only few parameters to tune an exhaustive search is pos-
sible. For more complicated data sets, we found that gradient
descent methods with a simple numerical estimation of the
gradient work well. As usual only a local minimum can be
guaranteed in this case. More details of the algorithms are
presented in [29].

4 Classification with an adaptive feature
pre-processing step

Discrete inspection systems usually require that a single
accept/reject decision is made on the workpiece under con-
sideration. Therefore, all the potential defects that have been
found in the image of the workpiece need to be considered.
The key issue that needs to be addressed is that the num-
ber of defects is different in each image, consequently the
dimension of the input vector changes, which prohibits the
direct application of standard classification methods. Fur-
thermore, the users may provide different levels of detail
(according to their skill levels and/or to the processing speed)
on a pre-defined training set or as a reaction to the decision
of a classifier during online operation mode. Different levels
of detail may range from labels for whole images only (e.g.

“good” versus “bad”) to labels for each segmented object.
The labelling may also include a measure of the user’s cer-
tainty, at either the image or the object level.

4.1 State of the art

Featureless pattern classification with an appropriately
defined dissimilarity measure [30] is an alternative to fea-
ture-based image classifier training. This approach will be
successful if the decision-making of the quality-expert is also
based on similarity. This is often the case if the good/bad
decision depends on aesthetic properties rather than func-
tional properties of the part. Other approaches such as in
[31–33] use a fixed set of features extracted from the im-
ages for classifier training. In the end, the question comes
down to whether the application-specific knowledge is inte-
grated in the features or in the dissimilarity measure. As we
are aiming for an adaptive system that can learn from user
input and automatically include the type of input the user
provides we felt that starting from a large set of adaptive
features and applying a feature pre-processing step before
the real validation, training and classification scenario is the
more promising approach in terms of flexibility.

4.2 Our approach

According to an interpretation of the “No Free Lunch” the-
orem [34], i.e. that there is no best unique classification
method, we exploit a wide range of different well-known
classification methods such as decision-tree based classifiers
such as C4.5 [35] and CART [36], Support Vector Machines
(SVMs) [37,38], Bagging [39], AdaBoost [40] and a pos-
sibilistic neural networks approach [41]. C4.5, SVM, Ada-
Boost and CART were recently selected among the Top 10
algorithms in data mining [42]. We also exploit a novel clas-
sification method Ensemble-1NN/TS [43] and the two adap-
tive incremental classifiers eVQ-Class and FLEXFIS-Class
(explained in more detail in Sect. 5.2). Ensemble-1NN/TS is
a new ensemble technique which combines multiple nearest
neighbour classifiers, each using a different distance func-
tion, and potentially a different subset of features.

Table 1 Different target functions for commonly used classifiers

Classifier Within-class scatter sW Between-class scatter sB J

Distance-based (L2) 1
n0

∑
j=1...n0

∥
∥F(x0, j , p) − m0

∥
∥2 ‖m0 − m1‖2 sW (p)

sB (p)

+ 1
n1

∑
j=1...n1

∥
∥F(x1, j , p) − m1

∥
∥2

Linear classifier 1
n0

∑
j=1...n0

(
cT (F(x0, j , p) − m0)

)2 (
cT (m0 − m1)

)2 sW (c,p)
sB (c,p)

+ 1
n1

∑
j=1...n1

(
cT (F(x1, j , p) − m1)

)2

Decision tree 1
n0

∑
j=1...n0

(
eT

i (F(x0, j , p) − m0)
)2 (

eT
i (m0 − m1)

)2 ∑
i=1...m

sW (ei ,p)
sB (ei ,p)

+ 1
n1

∑
j=1...n1

(
eT

i (F(x1, j , p) − m1)
)2
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The novelty in our approach is that we do not take a sin-
gle pre-labelled feature set and apply one of these algorithms
mentioned above. Instead our framework performs an adap-
tive feature pre-processing step in order to include the max-
imal information provided by an operator. The work-flow of
this pre-processing is shown in Fig. 3 and will be explained
in more detail in the rest of this section. From this work-flow,
it can be seen that both the aggregated features (character-
izing images as a whole) and object features (characterizing
the individual objects) are processed synchronously. The sys-
tem can deal with different levels of input the operator may
provide, which usually depend on the processing speed (off-
line versus online mode) or the time effort one is willing to

spend on this task. We can illustrate this via the following
scenarios.
Scenario 1: Operators only provide image labels In this
case, we exploit additional information from the unsuper-
vised object features for further improving the classification
accuracies. Two possibilities for pre-processing of the fea-
tures matrices are considered:

• A semi-supervised approach is achieved by performing
an unsupervised clustering procedure on the unlabelled
object features [44]. The object features from the train-
ing set are clustered with a prototype-based clustering
procedure (e.g. k-means, vector quantization or others).

Fig. 3 Work-flow of the
adaptive feature pre-processing
component
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When a new image is presented, each of the objects in it
is assigned to the nearest cluster, and the “hit count” for
each of the Cu clusters is then appended to the aggregated
feature vector. Images are thus not only characterized by
the total number of the objects they contain (which is part
of the aggregated features—see also Table 2) but also by
a breakdown into different types of objects. Thus if there
are A aggregated features, each image is now described
by a vector of size A + Cu . The value of Cu may be cho-
sen either by applying various clustering metrics (similar
to a filter method for feature selection) , or via the esti-
mated effect on the final classification accuracy (similar
to a wrapper method).

• An alternative “extended aggregated feature set” can be
obtained by aggregating the O object features belonging
to the same image. Several aggregation operators may
be applied, the most convenient being first-order statis-
tics such as the minimum, maximum or mean value for
each object features. This information is appended to the
aggregated feature vectors to create a new vector of size
A+ O . This permits an aggregation of all object features
(such as statistical measures from histograms, roundness
information, perimeter etc.) to be included in the training
process.

Scenario 2: Operators provide both image and object
labels In this case, we exploit additional information from
the supervised object features. Assuming the operators pro-

Table 2 List of aggregated features used

No. Description

1 Number of ROIs

2 Average minimal distance between two ROIs

3 Minimal distance between any two ROIs

4 Size of largest ROI

5 Center position of largest ROI, x-coord

6 Center position of largest ROI, y-coord

7 Max. intensity of all ROIs

8 Center position of ROI with max. intensity, x-coord

9 Center position of ROI with max. intensity, y-coord

10 Max. grey value in the image

11 Average grey value of the image

12 Total area of all ROIs

13 Sum of grey values of all faults

14 Maximal local density of the ROIs

15 Average local density of the ROIs

16 Average area of the ROIs

17 Variance of the area of ROIs

The features have been chosen because of their relevance for a very
wide range of surface inspection applications (RO I Region of interest)

vided labels that divide the objects into Cs classes we perform
an evaluation and training scenario including a tenfold cross
validation (CV) and best parameter grid search procedure on
the object features in order to obtain a “final object classi-
fier”. For each new image, we then classify each object using
this object classifier and count the number of hits per class.
These hit counts are appended to the aggregated feature vec-
tors, creating an extended vector of size A + Cs for each
image which contains supervised object-level information.
Generally, a supervised approach gives a more exact infor-
mation about the types of objects in each image than just
appending unsupervised object information.
Scenario 3: Operators provide a measure of their
uncertainty During the setup phase of an image classifi-
cation framework, the labelling of several images can be
a difficult task for the operators, especially in cases where
real faults are hard to distinguish among themselves or be-
tween so-called pseudo-errors. This problem can become
even worse when the operators are not working in the rel-
ative calm of an off-line setting, but are providing real-time
decisions at a speed driven by other factors. It is promis-
ing, sometimes even necessary for the operators to provide
information about how confident they are when assigning
the labels to certain images. In this sense, they provide addi-
tional information about the supervised (labelled) data. The
simplest way is to represent the user’s confidence as a value
in the range 0.0 (very unconfident) to 1.0 (very confident)
using five distinct values, i.e. {20, 40, 60, 80, 100%}. To
include this information, we investigated a duplication of
feature vectors according to the confidence value, so that
each feature vector was duplicated con f idence/0.2 times.
Thus, feature vectors which are labelled with a higher confi-
dence are weighted higher in the training process than those
labelled with a lower confidence. This approach is applied to
either aggregated + unsupervised object information or
aggregated + supervised object information as appropriate.

Once the features are pre-processed the evaluation pro-
cedure is triggered, which performs a tenfold cross valida-
tion procedure [45] in connection with a best parameter grid
search scenario for each selected classifier. The obtained opti-
mal parameter setting (optimal in terms of minimizing the
CV error) is used for training a final classifier on the whole
feature set.

5 Adaptive incremental classifiers

If too few training samples are available to create high-per-
formance classifiers, or if new system states (e.g. new types
of images or additional fault classes) arise during the pro-
duction process, it becomes necessary to update the image
classifier. Only by including this new information will it be
possible to prevent a significant drop in predictive accuracy
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and a severe system failure. For reasons of time and storage
space, it is not possible to archive all the examples seen so
far and completely retrain the classifiers, especially as this
may need to be done repeatedly. Thus ensuring a fast, real-
time adaptation requires an incremental classifier training
procedure based on the operators’ feedback on the classi-
fier’s decisions.

5.1 State of the art

In current image classification systems, usually the image
classifiers are trained on a predefined data set and then kept
fixed during the whole online production process (see
[6,31,46]). In [8], an adaptive image classifier is presented,
in which human–machine interaction guides an evolution-
ary approach as it fine-tunes the classifier offline. In [47], an
online machine vision system is presented for defect detec-
tion in sheet-metal forming processes, however, the word
“online” is related to the classification decisions rather than
applying an online adaptation procedure for the classifiers.
Sometimes, the image classifiers are updated, but this is
usually handled by either an update of the reference data
base (for nearest neighbor based approaches) or by a retrain-
ing step on the whole set of images seen so far [48,49].
Both approaches would slow down the training process
significantly and are usually not able to simultaneously han-
dle both data recorded with a high frequency and updating
the classifiers as often as needed to guarantee maximal per-
formance. Even if the retraining is carried out on a selected
sub-set, computational performance can still be a problem
and the likelihood that older important information is then
discarded and not included in the classifier is quite high.

5.2 Our approach

In order to cope up with the demands of online adaptation
we exploit an adaptive incremental training procedure. The
classifier is thus permanently updated and refined based on
the operator’s feedback. This is done in a sample-wise sin-
gle-pass manner, i.e., a new image is captured, the features
are extracted, and the image is classified. Based on the feed-
back from the operator the classifier is then updated with
this single new sample. Note that we do not explicitly use
any prior samples, rather they are represented by the current
structure and parameters of the classifier along with some
statistical descriptors such as the mean, variance etc. of fea-
tures. This means that the required virtual memory reduces
to a single image, its feature vectors, the classifier and its
parameters. The computing time depends on the incremental
training procedure linked to the classifier, but is usually very
short. In order to cope up with changing situations in a system
(e.g. new fault classes), the incremental training procedure
has to include mechanisms for evolving or pruning classifier

structures on demand based on the characteristics of the data
stream.

To meet these demands, we have implemented an incre-
mental Naive Bayes classifier, and we have developed two
novel methods: an evolving clustering-based classifier
(eVQ-Class), and an evolving fuzzy rule-based classifier
(FLEXFIS-Class). eVQ-Class is based on an evolving vec-
tor quantization process [50], which performs an incremen-
tal and evolving clustering and assigns class labels to the
clusters according to the relative frequencies of classes fall-
ing into them. When classifying new instances, it performs
a weighted classification strategy based on the distance of
new samples to the decision boundary between two clus-
ters (classes). The motivation of the clustering-based classi-
fier comes from the fact that images belonging to the same
classes usually also belong to the same local region in the
high-dimensional feature space and hence can be obviously
grouped together with clusters. FLEXFIS-Class [51] is an
evolving fuzzy classifier approach and exploits the idea of
fuzzy regression by an indicator matrix and hence dividing
a more complex problem into smaller sub-problems in case
of multi-classification tasks. This guarantees optimal flexi-
bility in case of a newly arising class, as then simply a new
Takagi-Sugeno [52] sub-model is opened. The components
(=rules) of each Takagi-Sugeno sub-model are evolved by the
FLEXFIS (=FLEXible Fuzzy Inference Systems) approach
[53]. This connects incremental training of the antecedent
parts with the recursive least squares approach for conse-
quent adaptation in such a way that near-optimality in the
least squares sense is achieved. Bayesian classifiers output
the most likely class label when provided with a feature vec-
tor of a new data item to be classified. Training such classifi-
ers can be simplified by assuming that the features are inde-
pendent given the class label (“Naive Bayes assumption”).
Based on the class conditional probabilities for each of the
features together with the class priors, Naive Bayes classi-
fiers [28] use Bayes rule to produce their classification. In
its standard form, the Naive Bayes classifier handles discrete
values of features. To deal with continuous features, each
class conditional probability for the features can be mod-
elled as a univariate Gaussian (characterised by its mean and
variance). Hence, this classifier is also sometimes referred to
as “Gaussian Naive Bayes classifier” (GNB) [54], and this is
the classifier we used in the experiments. The batch version
of this classifier can be easily turned into an incremental one
by simply incrementally updating the probability estimates
that are used. As with all of the classifiers implemented in this
paper, the output of the individual classifiers for a given im-
age is a confidence vector, representing the classifier’s belief
that the image belongs to the respective classes.

Furthermore, we developed incremental ensemble (clas-
sifier fusion) methods to combine different classifiers and
exploit their diversity. All the fusion methods take as input
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the confidence vectors from the different base classifiers.
This gives the classifier fusion methods important informa-
tion about possible alternatives besides the “winning” class.
Although fixed combination rules such as Majority Voting
[55] are simple and effective in some cases, they are usu-
ally not optimal. In order to optimize the classifier combi-
nation, trainable classifier fusion methods can be used. We
developed methods for adaptive classifier fusion by extend-
ing well-known batch classifier fusion methods such as Fuzzy
Integral [56], Decision Templates [57], Dempster–Shafer
combination [58] and Discounted Dempster–Shafer combi-
nation [59] to incremental ones (for a detailed overview of
the batch versions, see e.g. [60]). Furthermore, we developed
a novel method called incremental Direct Cluster-based en-
sembling which is based on the evolving vector quantization
technique from [50] and is by nature an incremental method.

The above mentioned methods are used to generate initial
offline classifiers and classifier ensembles (see also Sect. 4.2),
which are further updated and evolved as new samples arrive.
However, the classifiers are not updated with every sample,
but only in the following cases:

• whenever the operator overrules a decision from the clas-
sifier;

• whenever the relative proportion of the samples belong-
ing to the current class is lower than that of any other
class; this enriches the classifier by balancing out the
non-equal class distribution, which further increases the
accuracy; or

• whenever the relative proportion of the samples belong-
ing to every class is equally balanced; having more sam-
ples usually increases its classification accuracy and the
classifier’s significance, no matter whether applied in
batch or on-line mode [53].

This procedure guarantees that a kind of unlearning ef-
fect does not happen on classes that get under-represented
during the adaptation mode. Furthermore, in order to save
workload for the operator, the operator does not necessarily
need to give a feedback on every single occasion, but just on
those samples where the classifier was not so confident in its
decision.

6 Evaluation of adaptive components

In order to assess the influence of the different components
on the final classification accuracy, we perform experiments
with artificial and real-world test data. Starting from a stan-
dard offline classification approach on pure aggregated fea-
tures, we investigate how much can be gained by applying the
different adaptive components to the classification system,
i.e. optimizing the feature calculation, optimizing the fea-
ture pre-processing and adapting the classifier during online
production mode.

6.1 Experimental setup

The test images consist of artificial and real-world data sets.
The images are pre-processed so that they only show the
potential defects (objects). These images are called “con-
trast images”, whose (grey-scale) pixel values depend on the
degree of deviation from the “ normal” appearance of the part
(black denoting complete similarity, white denoting com-
plete dissimilarity). This is done to achieve a common inter-
face and to remove the application-specific low-level image
processing and fault detection. Figure 4 shows an example
that represents a deviation image from a printing process;
different regions of interest (ROI) segmented are highlighted
in different grey levels; in fact, the longer arc-type object
denotes a completely other type of error than the two rectan-
gle and compact type of regions.

We used five sets of artificial test data, each with 20,000
images, which were labelled automatically either as good
(accept) or as bad (reject) with about 10,000 images in each
class. In order to generate the labels a set of rules was used for
each set of test images. The rules were based on descriptions
that are regularly found in quality control instructions, such
as “part is bad, if there is a fault with size >1.5 mm”. The
rules also included more complicated combinations, such as
“part is bad, if there is a cluster of 4 faults, each with a size
>0.75 mm”. Three to five such rules were logically combined
for each set of images. The images and the rules were chosen
to have some resemblance to inspection of machined parts.

Four data sets were recorded online at a print inspection
system. A set of about 1,700 images was taken from an exist-
ing inspection system, from which images were selected to
achieve a 50/50 split between good and bad parts. Five quality
experts labelled the images based on their experience, result-
ing in five different data sets. The good/bad decision contains

Fig. 4 Deviation image from the print production process, different
grey levels/colors represent different ROIs; note that most of the image
is white which means that the deviation to the fault-free master is con-
centrated in small regions; also marked are the faulty and the non-faulty
regions
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a highly subjective component, as the decision mainly re-
lates to whether the fault(s) is (are) considered “visually dis-
turbing”. The particular goal was to improve the results of
the existing inspection system by incorporating the adaptive
components to differentiate between pseudo-errors and real
faults. These data are mainly used to assess inter-subject var-
iability and the influence of online adaptation of classifiers
on the predictive accuracy.

Another real-world data set is taken from an inspection
problem of bearings. 1,500 images have been selected that
were labelled by an expert. The main challenge in this appli-
cation is whether the trainable system is able to learn to distin-
guish between different types of faults with only a good/bad
label for the whole image. This is of particular importance as
quite often the quality expert can only spend very short time
on each part and is not able to provide more detailed training
input.

A similar task has to be learned in a data set from the
food industry. 4,200 images of eggs need to be classified as
good or bad. About 3,500 images were labelled as good. Of
particular importance is to decide whether the spots that are
visible on the eggs are dirt (not necessarily a fault) or yolk
(always a fault). For this data set the labelling was done by a
single expert.

A final data set is taken from an inspection system for
machined castings. Typical faults such as pores, scratches,
or burrs need to be detected and evaluated. Again, no labels
are provided for the faults, just a good/bad decision for the
whole part. About 7,000 images with 50% good ones were
used as training input. The labels were provided by a qual-
ity expert, who used a set of quality control instructions that
have some similarity to the above mentioned rules of the arti-
ficial data sets. However, the expert’s decision is also based
on experience that is not contained in any of the instructions.

In the following sections, the data sets are referred to
as “Artificial 1…5”, “Print 1…5”, “Bearing”, “Egg” and
“Metal”. The feature matrices for all the data sets can be
made available upon request.

In order to obtain the reference against which the influ-
ence of each trainable component can be measured, we also
applied the standard feature/classifier approach that is widely
used. A set of 17 aggregated features is generated that de-
scribe the whole image and include properties such as the
total number of faults, the size of the largest fault, etc.
A complete list can be found in Table 2. For the descrip-
tion of the single faults we used 17 shape descriptors and 40
histogram-based features.

6.2 Impact of adaptive feature calculation

In order to stabilize the training process, feature optimiza-
tion is done first. We thus start by evaluating the influence of
adapting the features. For those features that allow an optimi-

zation one parameter was chosen, which in most cases was a
grey level threshold. If the pixel was above the threshold, it
would be considered as belonging to the fault, and otherwise
as belonging to the background. A reasonable range for the
threshold was between 0 and 255 (as we dealt with 8-bit grey
level images, these are the minimum and maximum values
of the pixels). For the sake of optimization this was scaled to
an interval of [0,1]. The goal was to adapt these thresholds in
such a way that the classification accuracy is improved and
that the decision boundary can be more easily reproduced by
the classifier.

Regarding the computational complexity it should be
noted that the computational effort of optimizing the feature
parameters can be significant. This is caused by the fact that
for each iteration the features of all objects in all images need
to be calculated with the current parameter settings. Depend-
ing on the size and number of the images this optimization
may take several hours. On the other hand, once the optimal
parameters are found, the feature calculation and classifica-
tion takes the same amount of time as any other method.
With respect to the application of surface inspection this is
important, because the “online” processing of the images,
which usually has tight constraints on computing time, is not
affected. It is just the “offline” training process that becomes
quite time-consuming.

We have chosen four different classifiers that performed
well on surface inspection tasks and used target functions
of Table 1 for optimization. Even though this required the
repeated processing of 10,000 images an exhaustive search
was performed in order to be sure that the global optimum is
found. The improvement in classification accuracy that could
be achieved is shown in Table 3.

For some classifiers, the change is quite substantial and
we find improvements of more than 10%. It should be noted,
however, that the gain that can be achieved highly depends on
the initial parameter settings. If these parameters are preset
by a machine vision expert, then the improvement may be
minimal, if any. Feature adaptation, however, may help for
those features that have multiple parameters. For all future
calculations and for establishing the baseline, we assume that
features are optimized or pre-set by an expert.

Table 3 Change of classification accuracy achieved by optimizing the
feature calculation for different classifiers

Classifier Initial (%) Optimized (%)

C4.5 74.2 88.08

CART 73.8 87.77

Cluster-based 74.0 77.9

kNN 68.7 87.8
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Table 4 Classification
accuracies achieved on pure
aggregated features for different
classifiers

Data set C4.5 CART SVM NN Bagg Boost Ens.-1NN/TS eVQ-Cl. Fuzzy

Art. #1 88.03 87.77 87.70 83.08 88.20 86.10 84.00 77.90 86.73

Art. #2 93.98 93.79 93.40 89.10 94.10 93.60 92.50 88.17 92.68

Art. #3 94.14 94.40 93.40 88.38 94.40 94.00 91.80 88.20 93.39

Art. #4 89.72 89.32 90.20 84.86 89.10 89.90 86.20 84.70 88.28

Art. #5 91.56 91.59 90.77 90.02 91.60 90.90 89.20 87.13 90.54

Print #1 91.78 91.63 92.29 91.31 91.98 92.83 95.24 90.46 90.33

Print #2 95.50 95.49 96.41 95.36 95.05 96.61 97.85 95.16 95.23

Print #3 94.20 94.25 93.99 93.79 93.94 94.78 95.63 92.88 92.55

Print #4 94.07 94.90 94.77 93.86 94.98 95.57 97.06 92.88 93.10

Print #5 91.85 91.63 92.29 92.10 92.44 94.33 94.07 85.16 87.97

Bear. Edge 84.61 70.19 80.38 80.80 87.24 85.55 89.49 75.90 76.23

Bear. Surf. 65.0 72.73 69.90 66.91 67.80 68.51 73.12 65.56 67.07

Egg 95.59 96.17 96.10 89.01 96.30 96.30 96.50 85.91 95.89

Metal 82.22 86.36 87.91 88.60 88.00 88.89 94.22 86.82 80.64

6.3 Impact of adaptive feature pre-processing

Here we evaluate the improvement of the classifiers’ accuracy
when using the adaptive feature pre-processing component
as shown in Fig. 3. Feature selection is performed for those
classifiers that do not have an integrated feature selection/
weighing process. A best parameter grid search is done for all
classifiers that need parameter tuning. Tenfold cross valida-
tion is used to obtain estimates for the classification accuracy.
Table 4 shows the baseline results for the different test data
sets and a range of different classifiers, which are the results
on the pure aggregated features without including the max-
imal information from the object features and/or operator’s
levels of detail and uncertainty.1

Now, we apply the work-flow of Fig. 3 onto the aggregated
and object features extracted from the images by including
the maximal information, which is available from the opera-
tor. For the artificial data this means the labels for the images
as a whole only, which leads to the inclusion of unsuper-
vised object information into the aggregated features. For
print inspection data, we have image and object labels as well
as uncertainties in the image labels available which allows the
inclusion of supervised object information and a duplication
of feature vectors afterwards. For bearing and metal data set,
we have the same situation as for artificial data and for egg
data, we have also object labels available (but no uncertainty)
and may thus include supervised object information (but no
duplication of feature vectors). If we perform an evaluation
procedure and final training step on these pre-processed fea-
ture matrices, the results in Table 5 are obtained.1 Table 6
shows the difference in performance for the different classi-

1 Bagg=Bagging with C4.5, Boost = AdaBoost with C4.5.

fiers on all data sets and Table 7 summarizes the results by
stating accuracy of the best performing classifier before and
after pre-processing and also gives the performance boost.
Note that these may not be the same type of classifier—for
example, the before/after for bearing surfaces are Ensemble-
1NN/TS and SVM, respectively. The only data set that stands
out among the others are the egg data. Even a detailed anal-
ysis did not provide a clear picture, why performance does
not increase as for the other data sets. One possible expla-
nation could be that the number of objects per image is low
so that the additional object features do not add much new
information. Only the Neural Network classifier achieves a
substantial improvement on these data, but this seems to be
just because performance on the original data was particu-
larly low.

6.4 Impact of adaptive incremental classifiers

We evaluate the impact of the online adaptivity of classifiers
on the predictive accuracy here. Therefore, classifiers trained
in batch mode on some initial data are first kept fixed for the
whole incremental learning procedure and then they are fur-
ther adapted based on new incoming samples. In order to give
a fair comparison on this issue, we divide a whole feature set
(pre-processed according to the approach as demonstrated in
Sect. 4) into a training and a test set, whereas the training
set is split into two halves, the first one used for initial batch
training, the second one for further online adaptation, which
we simulate in our framework by sending sample per sample
for a stored feature matrix into the incremental learning algo-
rithms and taking the label entry as the operator’s feedback.
The test set is used for eliciting the accuracies of the fixed
and the adapted classifiers on unseen online samples. In this
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Table 5 Classification
accuracies achieved on
pre-processed features for
different classifiers

Data set C4.5 CART SVM NN Bagg Boost Ens.-1NN/TS eVQ-Cl. Fuzzy

Art. #1 92.20 92.05 91.53 90.90 92.35 91.50 87.20 82.20 90.00

Art. #2 96.00 95.68 94.90 92.55 96.30 96.30 94.00 91.90 94.40

Art. #3 94.60 94.82 93.40 94.05 94.60 94.20 92.00 88.73 92.47

Art. #4 91.20 90.50 90.33 91.54 91.70 90.60 86.00 85.37 89.10

Art. #5 92.20 92.11 91.37 91.87 92.70 91.90 89.70 86.53 89.40

Print #1 93.00 94.39 95.10 94.01 92.83 96.30 95.60 93.40 91.02

Print #2 95.60 97.71 98.22 95.88 95.63 96.35 98.10 96.67 95.29

Print #3 94.10 97.95 96.54 94.13 94.78 95.31 96.00 94.12 94.09

Print #4 95.00 96.99 96.93 95.66 95.63 95.63 97.10 95.56 93.40

Print #5 95.11 95.21 95.71 94.13 95.63 96.15 98.24 91.74 89.39

Bear. Edge 83.40 70.19 87.55 88.99 88.93 86.68 92.50 80.19 76.79

Bear. Surf. 71.01 72.73 95.15 78.23 73.02 70.71 77.80 82.73 77.07

Egg 95.60 96.08 96.15 95.50 95.90 96.00 96.50 85.18 94.94

Metal 87.70 87.27 89.09 91.4 89.78 91.56 95.40 91.36 84.55

Table 6 Change in accuracy for
different classifiers on all data
sets after pre-processing of the
features

Data set C4.5 CART SVM NN Bagg Boost Ens.-1NN/TS eVQ-Cl. Fuzzy

Art. #1 +4.17 +4.28 +3.83 +7.82 +4.15 +5.40 +3.20 +4.30 +3.27

Art. #2 +2.02 +1.89 +1.50 +3.45 +2.20 +2.70 +1.50 +3.73 +1.72

Art. #3 +0.46 +0.42 0.00 +5.67 +0.20 +0.20 +0.20 +0.53 −0.92

Art. #4 +1.48 +1.18 +0.13 +6.68 +2.60 +0.70 −0.20 +0.67 +0.82

Art. #5 +0.64 +0.52 +0.60 +1.85 +1.10 +1.00 +0.50 −0.60 −1.14

Print #1 +1.22 +2.76 +2.81 +2.70 +0.85 +3.47 +0.36 +2.94 +0.69

Print #2 +0.10 +2.22 +1.81 +0.52 +0.58 −0.26 +0.25 +1.51 +0.06

Print #3 −0.10 +3.70 +2.55 +0.34 +0.84 +0.53 +0.37 +1.24 +1.54

Print #4 +0.93 +2.09 +2.16 +1.80 +0.65 +0.06 +0.04 +2.68 +0.30

Print #5 +3.26 +3.58 +3.42 +2.03 +3.19 +1.82 +4.17 +6.58 +1.42

Bear. Edge −1.21 0.00 +7.17 +8.19 +1.69 +1.13 +3.01 +4.29 +0.56

Bear. Surf. +6.01 0.00 +25.25 +11.32 +5.22 +2.20 +4.68 +17.17 +10.00

Egg +0.01 −0.09 +0.05 +6.49 −0.40 −0.30 0.00 −0.73 −0.95

Metal +5.48 +0.91 +1.18 +2.80 +1.78 +2.67 +1.18 +4.54 +3.91

sense, in order to achieve a valid simulation of the real online
case, the whole feature set needs to be stored in the same order
as the corresponding images were recorded during the online
production process. This is the case for the print inspection
data, hence we took this data set for our benchmarks. In
order to process incremental base and ensemble classifiers
synchronously to guarantee maximal performance, an online
simulation framework was implemented, which is shown in
Fig. 5. The applied incremental base methods are eVQ-Class,
incremental Gaussian Naive Bayes (IGNB) and a k-NN clas-
sifier with an update of its reference data base (each sin-
gle sample is added during the online phase), the applied
incremental ensemble methods are incremental fuzzy inte-
gral (IFI), incremental decision templates (IDT), incremen-

tal Dempster–Shafter combination (IDS), incremental Dis-
counted Dempster–Shafer combination (IDDS) and incre-
mental Direct Clustering-based ensemble (IDC).

When processing the data from the printing process
through this framework, we obtain both the classification
accuracies on the separate test set of the incrementally up-
dated classifiers and the classification accuracies of the
classifiers only batch trained and then kept fixed (static clas-
sifiers). These are shown in Table 8 (for static classifiers) and
in Table 9 (for incremental classifiers).

From this table, it can be easily realized that except for
the data set Print #1 the improvement of accuracies is really
significant when performing an online adaptation, as the
accuracies may increase up to between 12 and 15% for
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Table 7 Maximal classification accuracy for pure aggregated and
pre-processed features

Data set Pure Agg. feat Pre-Proc. feat Perf. Boost

Art. #1 88.20 92.35 +4.15
Art. #2 94.10 96.30 +2.20

Art. #3 94.40 94.82 +0.42

Art. #4 90.20 91.70 +1.50

Art. #5 91.59 92.70 +1.11

Print #1 95.24 96.30 +1.06

Print #2 97.85 98.22 +0.37

Print #3 95.63 97.95 +2.32

Print #4 97.06 97.10 +0.04

Print #5 94.07 98.24 +4.17

Bear. Edge 89.49 92.50 +3.01

Bear. Surf. 73.12 95.15 +22.03

Egg 96.50 96.50 +0.00

Metal 94.22 95.40 +1.18

The last column represents the difference between these two (i.e. the
expected performance boost)

various methods. In this sense, an online refinement and
adaptation of classifiers is clearly necessary here. A deeper
analysis of the different behaviour for data sets Print #1 and
#5 revealed that the first half of the training set (the ini-
tial batch) is considerably more consistent than the second
half. We attribute this to fatigue of the person that did the
labelling. Obviously, the eVQ and NB classifiers are more
affected by such inconsistency than k-NN. Another result,
which can be found in the tables is that incremental ensem-

ble classifiers can improve the accuracies by up to 3% of the
best performing incremental base classifier and show quite a
stable performance, if one of the incremental base classifiers
is performing much worse than the others (see the results on
Print #2–#5).

7 Conclusions

In this paper, we presented various adaptive components in
a trainable surface inspection system, such as adaptive fea-
ture calculation, adaptive feature pre-processing before the
image classifier training step, and an online adaptation of the
image classifiers with new incoming samples. As expected, a
good set of features may improve the classification accuracy
a lot (up to 20%). It should be noted, however, that an expe-
rienced developer of machine vision systems will be able to
find a very good set of features that cannot be substantially
improved by an automatic optimization process. Automatic
adaption of features may in any case be helpful if there are
many parameters to be set in the feature calculation algo-
rithms, or if the physical set-up may change.

Features of the single objects contain important informa-
tion about the good/bad decision. Including this information
in general improves the classification accuracy up to 5%.
Labelling of the single objects to replace the unsupervised
clustering of objects with a supervised classification does not
seem to have a substantial impact on classification accuracy.
For the implementation of a surface inspection system and
for achieving a reasonable accuracy we thus conclude that it
is not necessary to label each single object.

Fig. 5 Framework for
incremental classifier fusion of
incremental base classifiers
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Table 8 Classifier and ensemble accuracies (in %) after the initial batch
training using the first half of the training data

Print #1 Print #2 Print #3 Print #4 Print #5

Classifiers
eVQ-Class batch 85.88 89.80 75.29 75.69 70.00
GNB 82.55 82.35 81.18 78.63 69.22
k-NN 68.04 79.61 79.41 77.06 64.31

Ensembles
FI 85.88 90.59 85.29 86.08 72.35
DT 78.63 82.35 80.39 78.43 64.71
DS 82.55 82.35 80.39 78.63 64.31
DDS 78.63 82.35 80.39 78.63 64.31
DC 85.88 90.59 84.51 85.88 64.31

Table 9 Classifier and ensemble accuracies (in %) after the incremen-
tal adaptation of the initial models using the second half of the training
data

Print #1 Print #2 Print #3 Print #4 Print #5

Classifiers
eVQ-Class 82.94 90.78 88.82 89.22 65.88
IGNB 78.63 80.98 81.76 80.00 61.96
k-NN 81.76 90.98 84.12 88.43 83.33

Ensembles
IFI 85.69 90.78 89.02 89.41 70.00
IDT 85.69 90.78 89.02 89.41 82.94
IDS 85.69 90.78 89.02 89.41 76.27
IDDS 85.69 90.78 89.80 89.41 82.94
IDC 82.35 90.78 84.12 89.41 83.33

Finally, it is highly recommendable to use classifiers that
allow incremental on-line training. This makes it easier for
the user to adapt the system to changes in the production pro-
cess. The database upon which the classifier is trained can be
extended at any time and it also has beneficial effects on the
accuracy of the classifiers.
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